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Abstract: Only a limited amount of work has been done on issues of optimum 
experimental design in hierarchically structured data, in spite of the importance 
of design efficiency. We illustrate these issues by a fresh analysis of Holliday’s 
well-known engine mapping experiment. This experiment investigated the 
relation of automobile engine performance, as measured by engine torque vs. 
spark advance, to adjustable engine parameters or factors, viz. engine speed, 
load, and air/fuel ratio. We show how an optimum experiment can be designed. 
Our analysis suggests a general procedure of wide applicability. 
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1 Introduction 

‘At the present time there appears to be little empirical or theoretical work on issues of 
optimum design for multilevel models’ (Goldstein, 1995, p.154). In the same book 
(Goldstein, 1995, p.162) Goldstein wrote: ‘ … the issue of design efficiency  
has hardly been explored at all though it is an important topic practically’. In the 
subsequent nine years, some work on design issues with multilevel data has been 
published, but not a great deal, and much remains to be done. References include  
Mok (1995), Liski et al. (1996, 1996–97) and Moerbeek et al. (2000, 2001). 

The purpose of this paper is to illustrate a design issue for data with a 2-level repeated 
measures structure. The data relate to the engine mapping process in the automotive 
industry, i.e., the modelling of engine behaviour as a function of adjustable engine 
parameters. A specific aim of engine mapping is the tabulation of chosen measures of 
engine performance in terms of: 

• the speed at which the engine is turning (denoted RPM, symbol R) 

• the amount of air entering the combustion chamber on each intake stroke  
(denoted LOAD, symbol L) 

and one or more calibration parameters including 

• the air/fuel ratio, i.e. the ratio of the airflow rate to the fuel flow rate  
(denoted AFR, symbol A); also 

• the exhaust gas recycling ratio, i.e., the percentage of the total intake mixture which 
is recycled exhaust; but this parameter is not used in these data. 

2 The engine mapping data set 

The particular data set we are concerned with is the well known one published by 
Holliday (1995) and by Holliday et al. (1998), where it was presented and analysed, but 
not from our multilevel modelling standpoint and not raising the issue of optimum design 
which it is our aim to illustrate. The repeated measures structure arises in the following 
way. Repeated observations of engine torque vs. spark advance are made within each of 
a series of spark sweeps. A spark sweep, in our data set, is an experiment carried out on 
an engine at constant speed, load and air/fuel ratio, in which observations are made of 
engine torque, as a measure of the engine’s ability to do work, at successive values of 
spark advance. Spark advance is the angle of rotation of the crankshaft when the spark is 
fired, measured in degrees (+ or –) relative to when the piston is at the top of the cylinder. 
A positive/negative value of spark advance means that the spark plug is fired earlier/later 
in the cycle, when the piston is travelling up/down the cylinder. 
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In the data set under discussion, there are ten paired observations of spark advance 
and engine torque in each spark sweep. The number of settings, 10, was laid down for 
reasons of automotive practice: 

“The data were collected under the present regime so there are ten observations 
in each spark sweep … We would prefer more observations in each spark 
sweep … but the data had to be collected this way.” (Holliday, 1995, p.26) 

Over the range of observed values of spark advance, denoted s, within each spark sweep, 
the engine torque rises to a maximum and then falls. We use as measure of the  
engine’s ability to do work, not the torque itself but the transformed value 
100 × log(torque), denoted t. The relationship of t to s within a spark sweep is taken to be 
parabolic. 27 spark sweeps in all were carried out. Thus the data have a hierarchical (or 
‘multilevel’) structure, with ten repeated observations (t, s) within each spark sweep and 
27 spark sweeps, giving 270 observations (t, s) altogether. In the usual language of 
multilevel statistical modelling, the observations (t, s) are called level 1 units and the 
spark sweeps within which the set of 10 (t, s) values are nested are called level 2 units. 
(To give another example of level 1 and level 2 units in multilevel data, this time from 
the educational field: in a survey of examination performance by pupils in a number of 
schools, the pupils within the schools would be level 1 units and the schools would be 
level 2 units). 

The 27 spark sweeps were carried out at three levels of each of the factors R, L and A. 
Individual values varied slightly from the nominal levels; these actual values have been 
used in the analysis. The nominal levels, equally spaced in the case of R and L, were as 
follows: 

Speed R 1,000 3,000 5,000 
Load L 0.2 0.4 0.6 
Air/fuel ratio A 11:1 13:1 14.5:1 

3 Analysis of the data 

The object of the experiment is to model one or more suitably chosen measures of engine 
performance in terms of the three adjustable factors R, L and A, so that the predicted 
values of each chosen measure can be tabulated over the ranges of practical interest of R, 
L and A. The design issue here is to use the results of the experiment to choose the levels 
of the adjustable factors so as to reduce the amount of data, and hence of future 
experimentation, which would be required for effective mapping over the ranges of 
practical interest of the three factors.  

There are two main stages to the analysis. For each of the 27 spark sweeps there is a 
different combination of factor values (R, L, A). 

• First, measures of engine performance are calculated for each spark sweep, using a 
multilevel statistical model. 

• Then, these measures are related to R, L and A using a linear regression analysis, in 
the equivalent form of an analysis of variance. 

As regards measures of engine performance we have, for a given spark sweep, ten paired 
observations of engine torque and spark advance, or equivalently, ten paired observations 
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(t, s) of 100 × log(engine torque) (t) and spark advance (s). In a graph of  
t against s, the ten points (t, s) rise to a maximum and then fall, in a relationship which  
we assume to be parabolic. By fitting a parabola to the ten points we get an estimated 
value, call it x, of the value of spark advance s giving the maximum torque, and an 
estimated value, call it y, of the transformed value of this maximum torque:  

y = 100 × log (max torque) = tmax. 

We first model the observed values of 100 × log (torque) (tij) as a function of spark 
advance (sij) as follows: 

27
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Here i(= 1, 2, …, 10) indexes the observation within a sweep, and j( = 1, 2, …, 27) 
indexes the sweep; the γ are dummy variables for the spark sweeps. We are modelling the 
relationship in sweep j of the ten values of tij to the ten corresponding values of sij by a 
parabolic curve with coefficients of sij and 2

1,ij js α  and α2j respectively. Our model fits a 
separate intercept for each sweep since the distribution of the mean torque across  
sweeps does not follow any easily recognisable pattern. The summation term 27

2 k kjk
β γ

=∑  

in (1) does not include a term for k = 1 because the fitted intercept for sweep j = 1 is 
2

0 ; ( , )Nβ µ σ  denotes the normal distribution with mean µ and variance 
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 denotes the bivariate normal distribution with means µ1, µ2, 

variances 2 2
1 2, ,σ σ  and covariance σ12; ∼ denotes ‘distributed as’. Model (1) is a standard 

2-level repeated measures model with a second-order polynomial having random 
coefficients, except that the intercept terms are represented by a set of dummy variables 
rather than assuming that they have a normal distribution across sweeps. 

Having estimated the parameters in equation (1), we then estimate the random  
effects (residuals) α1j, α2j for each sweep, so that for each sweep we have a predicted 
response curve given by substituting the parameter estimates (β0, β2, …, β27) and 
estimated residuals 1 2ˆ ˆ( , )j jα α  in equation (1). 

Write the resulting prediction equation as  
2

ij j j ij j ijt a b s c s= + +  (2) 

then the value, xj, of s for which the predicted response in sweep j is a maximum is 

/ 2j j jx b c= −  (3) 

and the maximum predicted response is 
2 / 4 .j j j jy a b c= −  (4) 
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These estimated values of yj and of xj are then used separately as responses, each in a 
three way (3 × 3 × 3) analysis of variance for the three factors R, L and A, each of which 
has three levels. It is convenient to give the three levels of factor R the values r = 0, 1, 2, 
those of factor L the values l = 0, 1, 2 and those of factor A the values a = 0, 1, 2. Each of 
the 27 values of j, indexing the 27 sweeps, corresponds to one of the 27 combinations of 
r, l and a, viz. 

rla = 000, 100, 200, 010, 110, 210, …, 122, 122. 

The analysis of variance for the transformed maximum torque values yj is set out in  
Table 1. The sum of squares rlin measures how far the variation in y is accounted for by a 
linear dependence on r, i.e., by a straight-line relationship between y and r; the sum of 
squares rquad measures how far the variation in y is further accounted for by a quadratic 
dependence on r, i.e., by a parabolic relationship between y and r; and similarly for llin, 
lquad, alin, aquad. The sums of squares rlin × llin, rquad × llin, etc., measure the various 2-factor 
interactions. In Table 1, the 2-factor interactions between r and a are non-significant at 
5% and have been included in the residual; likewise the three 2-factor interactions 
llin × alin, lquad × alin, lquad × aquad. 

The analysis of variance in Table 1 is equivalent to a regression analysis of the 27 
values yj on the 12 predictor (or ‘explanatory’) variables 

r, r2, l, l2, a, a2; rl, r2l, rl2, r2l2; la, la2. 

The regression equation is  
2 2 2

2 2 2 2 2

222.2 19.1 24.1 154.0 33.8 14.2 6.24

14.3 24.0 4.24 7.10 5.57 3.02
jy r r l l a a

rl r l rl r l al a l

⎫= + − + − + − ⎪
⎬

− + + − − + ⎪⎭
 (5) 

with standard deviation of fit (5.85) 2.42= , as in Table 1. 
In the regression, the respective contributions of the 12 predictor variables to the total 

variation of the y values are the same as the corresponding values in the ‘sum of squares’ 
column in Table 1. 

Table 1 Analysis of variance for the transformed maximum torque values yj 

Sum of squares  df Mean square 
rlin 2538.3 1 2538.3 
rquad 851.2 1 851.2 
llin 167042.0 1 167042.0 
lquad 10288.2 1 10288.2 
alin 82.8 1 82.8 
aquad 62.3 1 62.3 
rlin × llin 2287.8 1 2287.8 
rquad × llin 384.0 1 384.0 
rlin × lquad 396.6 1 396.6 
rquad × lquad 67.2 1 67.2 
1lin × aquad 36.5 1 36.5 
Residual 87.8 15 5.85 
Total 184124.7 26 – 
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For the practical purpose of setting up tabulations of y (or similarly of x) with  
entry values of speed, load and air/fuel ratio, the regression equation (5) is used. For 
instance, if tabulation was required for (say) r = 1.5, l = 1.5 and a = 0.5, the predicted 
value of y would be 222.2 + 19.1 × 1.5 – 24.1 × 2.25 + … = 381.3. This illustrates the 
calculation of a tabulated value of y at levels or r, l and a different from those set in the 
experiment. But tabulation for values or r, l and a outside the ranges 0 to 2 set in the 
experiment should be avoided. Turning now to the interpretation of the various 
component sums of squares in Table 1, the mean responses (mean y values) at each of the 
three levels of r, l and a and at each of the nine levels of r × l and of l × a are shown in 
Table 2. For example, the first entry 226.0 is the average when r = 0 and l = 0 of the three 
values of y as a varies over 0, 1, 2. The row ‘all r’ shows that the average of the nine 
values of y as l and a vary over 0, 1, 2 is 323.0 when r = 0 and 323.0 again when r = 1, 
but 299.3 when r = 2. These three averages cannot be adequately fitted by a straight line 
relationship with r, and a quadratic term is required in the model as well as a linear term, 
as shown by the sums of squares for rlin and rquad in Table 1. As another example, 
consider the averages over the three values of a of the three values of y for fixed r and l. 
These are  

226.0, 221.0, 168.0 respectively for r = 0, 1, 2 when l = 0 

but 397.5, 400.6, 394.8 respectively for r = 0, 1, 2, when l = 2, 

a quite different pattern, with the value for r = 2 much lower than those for r = 0 and 1 
when l = 0 but not when l = 2. So there is a significant interaction between the factors r 
and l, as quantified by the four r × l interaction components in Table 1. 

Corresponding to Table 1, the analysis of variance for the values xj of spark advance 
giving maximum torque is set out in Table 3, with sums of squares rlin, rquad, llin, lquad, alin, 
aquad (‘main effects’) and with 2-factor interactions rlin × llin, rquad × llin. All the other  
2-factor interactions are non-significant at 5% and have been included in the residual. 
Corresponding to Table 2, the mean x-values at each of the three levels of r, l and a and 
at each of the nine levels of r × l are given in Table 4.  

4 Experimental design aspects 

We assume that the experiment was a pilot for the setting up of tabulations of y and x 
for practical use, with entry values of speed, load and air/fuel ratio covering the 
respective ranges sampled in the experiment; these were: 

• speed from 1,000 to 5,000, coded r from 0 to 2 

• load from 0.2 to 0.6, coded l from 0 to 2 

• air/fuel ratio from 11:1 to 14.5:1, coded a from 0 to 2. 

For each of r, l and a, three equispaced levels were used in the experiment, coded 0, 1, 2, 
making 27 independent spark sweeps in all. 
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Table 2 Means of transformed maximum torque values at each of the 3 levels or r, l and a and 
at each of the 9 levels of r × l and l × a  

l/r 0 1 2 all r 
0 226.0 221.0 168.0 205.0 
1 345.6 347.5 335.1 342.7 
2 397.5 400.6 394.8 397.6 
all l 323.0 323.0 299.3 315.1 
l/a 0 1 2 all a 
0 200.9 209.5 204.5 205.0 
1 340.0 344.2 343.9 342.7 
2 394.7 398.1 400.1 397.6 
all l 311.9 317.3 316.2 315.1 

Table 3 Analysis of variance for the values xj of spark advance giving maximum torque 

Sum of squares  df Mean square 
rlin 663.7 1 663.7 
rquad 8.9 1 8.9 
llin 666.4 1 666.4 
lquad 41.9 1 41.9 
alin 61.5 1 61.5 
aquad 1.0 1 1.0 
rlin × llin 3.4 1 3.4 
rquad × llin 21.5 1 21.5 
Residual 24.6 18 1.37 
Total 1493.0 26 – 

Table 4 Means of values of spark advance giving maximum torque at each of the three levels 
of r, l and a and at each of the nine levels of r × l 

1/r 0 1 2 all r 
0 31.2 35.1 42.0 36.1 
1 20.4 28.7 33.1 27.4 
2 16.4 26.0 29.3 23.9 
all l 22.7 29.9 34.8 29.1 
a 0 1 2  
 27.4 28.8 31.1 29.1 

As regards the transformed maximum torque y, Tables 1 and 2 show that the response 
was much the same for r = 1 as for r = 0 at all three levels of l, but that for r = 2 it was 
significantly less than for r = 1 at l = 1 and very significantly less at l = 0. Thus the value 
of y varied substantially over the area 1 < r < 2, 0 < l < 1 of the (r, l) plane. But we do not 
know the nature of the variation, since this region of values of (r, l) was unexplored by 
the experiment. A revised experiment is required, which has been designed to include an 
exploration of this region. For example, we might advantageously carry out just 25 spark 
sweeps (less than the 27 in Holliday’s experiment), with levels of r (say) 0, 1, 4/3, 5/3, 2 
combined with levels of l (say) 0, 1/3, 2/3, 1, 2. 
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Note that the low entry 168.0 for r = 2, l = 0 in Table 2 is not a single value which 
might be suspected of coming from an aberrant spark sweep; it is the average of three 
separate determinations 163.0, 174.6, 166.2 at a = 0, a = 1, a = 2 respectively, all three 
values very similar. 

As regards the factor a, there would be no need for a revised experiment to carry out 
separate spark sweeps for every r × l × a combination, since there no significant r × l × a 
interaction. Taking, for example, the revised experiment with 25 spark sweeps suggested 
above, one would include five different levels of a, say a = 0, ½, 1, 1½, 2.  
The spark sweep at any given (r, l) combination would be carried out at just one of these 
levels of a, e.g. as in Table 5. The levels c, d, e, f, g of a would be some random 
permutation of the actual levels 0, ..., 2. Three separate analyses would then be performed 
on the 5 × 5 2-factor tables r × 1, r × a and l × a. 

Table 5 Typical allocations of levels of a to levels of r × l in improved experimental design 

1/r 0 1 4/3 5/3 2 

0 c d e f g 
1/3 g c d e f 
2/3 f g c d e 
1 e f g c d 
2 d e f g c 

Consider now the planning of tabulations of x, the value of spark advance which gives 
maximum torque in a spark sweep. Tables 3 and 4 show that, as with the y values, there is 
no significant r × l × a interaction, so a similar 5 × 5 design to that recommended above 
can be used. The previous values suggested for r, l and a would not be ideal; a more 
informative choice of factor levels would be: 

r = 0, ½, 1, 1½, 2; 

l = 0, 0.45, 0.9, 1.35, 2; 

a = 0, 0.6, 1.2, 1.6, 2. 

5 Discussion 

We have used Holliday’s well known engine mapping data set to illustrate some issues of 
optimum design in multilevel models. In the engine mapping experiment, the effects on 
engine performance of three factors, speed R, load L and air/fuel ratio A, were 
investigated. The levels of each factor were chosen in the experiment to be equally 
spaced. We have shown that this is an unsatisfactory design, and that a good design 
would have required a choice of factor values which were not equally spaced. 

A further design aspect is the choice of spark advance values (s) in each spark sweep, 
in particular their central location and range. There were two response values to be 
analysed as measures of engine performance, which we have denoted as xj and yj. These 
are not actual observations, but functions of the actual observations. The actual 
observations were ten repeated measurements of torque vs. spark advance within each 
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spark sweep, for 27 spark sweeps. A parabolic relation between t = 100 × log (torque) 
and s = spark advance was assumed for each spark sweep: 

2( ) j j jE t a b s c s= + +  for the jth sweep. 

The estimates of aj, bj, cj were therefore functions of the actual observations, and  
so also were the estimates of xj and yj, which were functions of aj, bj, cj given by 
equations (3) and (4). These values of xj and yj were then analysed as responses in 
separate analyses of variance. 

For a well designed experiment, the ten values of s in a spark sweep need to be 
chosen to produce a good estimate of maximum t, and hence good estimates of the 
statistics a, b and c. The values of s therefore need to be distributed over a range 
consistent with a parabolic (s, t) relationship and effectively centred on maximum t. This 
was achieved in many of the 27 spark sweeps, but not in all. As an example of an 
unsatisfactory choice of s-values, see Table 6 which gives the values of s, torque, and t, 
for spark sweep 604 (j = 19). 

Table 6 Values of s, torque and t for spark sweep 604 (j = 19, rla = 102) 

s –0.9 4.8 10.9 16.4 21.9 27.4 32.9 38.6 44.1 49.6 
torque 0.8 0.9 3.7 5.9 6.9 7.5 7.8 7.8 7.8 7.5 
t –22 –11 131 177 193 201 205 205 205 201 

In our analyses of variance (Tables 1 and 3), each value of y or x can be regarded as a 
response with measurement error. The measurement errors, which are, in fact, calculated 
from equations (2)–(4), are not the same for each y or x, since they depend on where the 
maximum torque is situated in the range of spark advance values in the sweep. This 
would affect such matters as the calculation of confidence intervals and significance tests. 
However, the estimates of the fixed effects in the model are consistent and unbiased and 
the design message in Section 4 holds good. 

In conclusion, we have presented our analysis of this particular experiment as an 
example of the gains to be made by optimal choice of factors, levels and settings of 
predictor variables; in other words, the importance of optimum experimental design.  
In our example, the information obtainable from the experiment could have been 
increased for a reduced experimental effort by adopting a more efficient design. Our 
methods could be used, with benefit, in other similar situations. 
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