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1. Introduction  

Multiple Imputation (MI), introduced in Chapter 13, is now firmly established as a broadly applicable, 

practical method for the analysis of partially observed data. While it is probably true that in many missing 

data settings there are alternative approaches that can be taken to MI – and these may be more efficient or 

have a stronger justification in a strictly statistical sense – MI has the advantage of generality and practicality 

(Carpenter and Kenward, 2013, p73).  For reliable results from MI, it is important that the imputation model 

is at least approximately congenial with the analyst’s substantive model. This is relatively straightforward 

when the substantive model is a linear regression fitted to cross-sectional data, especially if the partially 

observed variables are continuous. However, ensuring congeniaility is more complicated when the partially 

observed variables are a mix of continuous, ordinal and categorical types, if non-linear relationships are 

involved, and if the data are multilevel, with partially observed variables at different levels of the hierarchy.  

In this Chapter we describe and illustrate a general joint-modelling approach to MI with mixed response 

types and multilevel structure. We will see that this naturally handles partially observed variables at different 

levels of the hierarchy, extends to incorporate missing values in non-linear effects and interactions, and 

allows wide flexibility in modelling covariance structures.  

 

Our joint modelling approach builds on use of the multivariate normal model for imputation, which is 

described in detail in Shafer (1997). For single level data structures, imputation using joint models can be 

well approximated by using a linked series of conditional regressions, i.e. the ‘Full Conditional Specification’ 

(FCS) approach (as set out in Chapter 14). Specifically, Hughes et al (2013) show that, for appropriate choice 

of priors, FCS and joint modelling are strictly equivalent for unstructured multivariate normal models and 

saturated log-linear models. In other cross-sectional settings FCS is likely to provide a good approximation to 

joint modelling, but the equivalence is not exact. However, once we consider multilevel structures, 

particularly with unbalanced data and partially observed variables at several levels of the hierarchy, then FCS 

looses its simplicity and computational attraction (Carpenter and Kenward, 2013, p220-222).  

  

We therefore focus on the joint modelling approach to MI below, focussing on the case where the 

missingness mechanism is assumed to be ignorable (see Chapter 3). The use of MI for exploring the 

robustness of inferences to departures from ignorability is discussed in Chapter 20.  
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We begin, in Section 2, with a straightforward multivariate normal 2-level model, in order to illustrate our 

basic approach.We show how multiple imputation can be carried out for missing values in responses and 

covariates measured at either level 1 or level 2.   The methodology is then extended  to generalised linear 

models where the response or predictor variables  may be continuous  or categorical, as is typically the case 

in practice. This  avoids having to make strong assumptions about the appropriateness of normal 

approximations in such cases.  Traditionally with multiple imputation, problems occur when interaction 

terms are present with missing values in one of the constituent variables. Recent work has shown how these 

may be incorporated within a fully Bayesian model and we  set out the methodology to do this in section 3., 

having described a general framework for handling missing data we show how apparently disparate 

problems can profitably be viewed as examples of missing data for which our methodology provides an 

efficient solution.  In section 4 we apply this to ‘coarsened data’ which is intermediate between fully missing 

and fully known: one example being where some respondents to a survey can supply an accurate value and 

others only an interval estimate or none at all. Another example that we deal with in Section 5 arises in 

record linkage where, for example, data values are to be transferred to records in a survey data file from an 

administrative database and where we can attach ‘prior’ probabilities to a subset of possible matches from 

the administrative database. We present some applications in Section 6, and conclude with a discussion in 

Section 7. 

 

2. Multilevel multiple imputation with mixed response types 

In this section we describe multilevel multiple imputation for continuous data and a two level hierarchy, with 

missing data at the lower level. We then show how this approach can be extended to handle a mix of 

response types, which may be partially observed at both levels of the hierarchy. 

Consider a generic substantive multilevel model for a two-level data set: 

𝑌𝑖𝑗 = 𝑋𝑖𝑗
(1)

𝛼1 + 𝑋𝑗
(2)

𝛼2 + 𝑍𝑖𝑗
 𝑢𝑗 + 𝑒𝑖𝑗 

𝑢𝑗~𝑁(0, 𝛺𝑢
2) 

𝑒𝑖𝑗~ 𝑁(0, 𝜎𝑒
2),                                                                               (1) 

,         

We use a standard subscript convention for multilevel models (Goldstein, 2011) whereby j=1,...,J indexes 

level 2 units and i=1...n indexes level 1 units. For simplicity we assume the same number of level 1 units for 

each level 2 unit, but this is not necessary in practice. Here 𝑋𝑖𝑗
(1)

 is a 𝑛 × 𝑝1 matrix of level 1 covariates 
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(including the constant) with fixed coefficient vector 𝛼1, 𝑋𝑗
(2)

 is a 𝑛 × 𝑝2 matrix of level 2 covariates 

(constant within level 1 units) with fixed coefficient vector 𝛼2 and 𝑍𝑖𝑗 is a 𝑛 × 𝑞 matrix of covariates with 

random coefficients at level 2, which for simplicity we assume is a subset of 𝑋𝑖𝑗
(1)

.  As usual we assume the 

(𝑞 × 1) vector 𝑢𝑗  follows a multivariate normal distribution, independent of the level 1 residuals eij. 

 

Suppose now that there may be missing observations in any of 𝑌𝑖𝑗 ,  𝑋𝑖𝑗
(1)

, 𝑋𝑗
(2)

, and we assume the 

missingness mechanism is ignorable. We assume for now that these variables are jointly multivariate normal. 

To form an imputation model congenial with (1) we take the substantive model, (1), in which the response 

has a normal distribution conditional on the covariates, together with a multivariate normal distribution for 

the covariates, to form a joint multilevel multivariate normal model for the response and covariates from the 

substantive model. Our strategy is to fit this model to the observed data using Markov Chain Monte Carlo 

(MCMC), treating missing values as parameters and updating them appropriately as the MCMC algorithm 

proceeds. Once we judge the MCMC sampler has converged, we retain the current draws of the missing 

values, together with the observed values, as our first imputed dataset. We then update the sampler further, 

and then retain the current draws of the missing values, together with the observed values, as the second 

imputed dataset, and so on. The number of updates the sampler is run between retaining values for the 

imputed datasets should be sufficient to ensure that the successive imputed datasets are approximately 

independent draws from the distribution of the missing given the observed data. This is necessary for 

Rubin’s MI combination rules to apply (see Chapter 13). The utilisation of MCMC sampling in this way thus 

provides a convenient method for providing approximately independent samples from the required Bayesian 

posterior distribution.  

  

We now describe this in more detail. First, to express the multivariate multilevel normal imputation model 

algebraically, we note that for level 1 unit 𝑖, nested within level 2 unit 𝑗, there are (𝑝1 + 1) level 1 responses 

consisting of the level 1 response and the 𝑝1 level 1 covariates 𝑋𝑖𝑗
(1)

 , which we denote by the (𝑝1 + 1)  ×

1 column vector 𝑌𝑖𝑗
(1)

, and 𝑝2 level 2 responses consisting of the 𝑝2 covariates 𝑋𝑗
(2)

  which we denote by the 

𝑝2 × 1 vector 𝑌𝑗
(2)

. We can then write the joint multivariate multilevel normal imputation model as  

𝑌𝑖𝑗
(1)

= 𝛽(1) + 𝑢𝑗
(1)

+ 𝑒1𝑖𝑗  

𝑌𝑗
(2)

= 𝛽(2) + 𝑢𝑗
(2)
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𝑒1𝑖𝑗~ 𝑀𝑉𝑁(0, Ω1); 𝑢𝑗 = (𝑢𝑗
(1)𝑇

, 𝑢𝑗
(2)𝑇

)
𝑇

, 𝑢𝑗~𝑀𝑉𝑁(0, Ω2),                                           (2) 

       where 𝛽(1) is a (𝑝1 + 1) × 1 column vector of means for the level 1 units and  β(2) is a 𝑝2 × 1 column 

vector of the means for the level 2 units. 

 

 Carpenter and Kenward (2013, P214) draw on Goldstein et al. (2009) to give details of an MCMC algorithm 

for fitting this model. As usual in such MCMC algorithms, within each update cycle missing values are drawn 

from the distribution of the missing given observed data at the current parameter values. Within the cycle, 

they are then conditioned on when updating the parameters and random effects in (2). 

 

To fit the imputation model (2), we first update the MCMC sampler a number of times (typically at least 1000 

times) so that it converges to the posterior distribution (a process often referred to as ‘burning in’ the MCMC 

sampler). Subsequent draws from the MCMC sampler are the correlated draws from the posterior 

distribution of the missing values and parameters given the observed data. After the burn-in, we can 

therefore choose a particular update and retain the current draw of the missing data from the posterior 

together with the observed data to form an imputed data set (which has no missing values).  Notice that we 

are not interested in the parameters of (2) themselves, so these are not retained. As we noted above, in 

order to apply Rubin’s rules, we need the draws of the missing data in the imputed datasets to be 

stochastically independent given the observed data. To achieve this, we update the sampler a number of 

times (typically at least 100 times) between imputed datasets. Once we have a set of imputed datasets 

then—as usual with MI—the substantive model is fitted to each imputed dataset in turn and the resulting 

parameter estimates combined for final inference using to Rubin’s rules (Rubin, 1987). 

 

As discussed above, the attraction of this formulation is that (if we do not add auxiliary variables in (2)) it 

ensures congeniality, and as such imputes missing variables at both levels 1 and 2 appropriately.  In the 

multivariate normal case, if we include auxiliary variables in (2), these are additional responses and then 

marginalising over them is compatible with the substantive model (1).  

       Before moving on, we note that in many settings it will be convenient to modify the multivariate multilevel 

normal imputation model (2) by transferring some or all of the fully observed variables within 𝑌𝑖𝑗, 𝑋𝑖𝑗
(1)

, 𝑋𝑗
(2)

 

to the right hand side, and conditioning on them.  For example, if the level 1 units are repeated observations 

in time on the level 2 units, and particularly if the observation times are irregular, it is much more natural to 
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condition on time as a covariate in (2). If we have auxiliary variables which are not in the substantive model 

but which we wish to include in the imputation model, these can be included as additional responses in (2) if 

they are partially observed, or on the right hand side if they are completely observed. Such auxiliary 

variables should always be predictive of the missing values. If they are also predictive of the chance of the 

data being missing so that including them increases the plausibility of the ignorability assumptionthey 

may also reduce bias in the estimation of the parameters of the substantive model (Carpenter and Kenward, 

2013, p72). This use of auxiliary data, together with the increased precision of parameter estimates that 

arises from utilising all the observed data, illustrates the advantage of MI over the default method of only 

utilising complete cases. We also note that while including auxiliary variables in (2) means that the 

imputation model and substantive model are not strictly congenial, Rubin’s rules nevertheless can be 

expected to work well (Carpenter and Kenward, 2013, ch2). 

 

As with multilevel modelling more generally, the extension of the above approach to more than two levels 

involves no additional conceptual issues. Software to impute using this model is described by Carpenter, 

Goldstein and Kenward (2011) and freely available from www.cmm.bristol.ac.uk, with a Stata interface from 

www.missingdata.org.uk.  

  

2.1  Imputing mixed response types 

We now describe how this approach can be extended to allow for categorical responses of various different 

types. Before doing this, we note that fully observed categorical variables in the substantive model can be 

handled using the approach above if they are included as covariates in the imputation model. More 

generally, though, they will have missing values. We therefore extend the above approach using a latent 

normal model for the categorical variables, as detailed below. The latent normal variables deriving from the 

categorical variables are then included in the imputation model alongside the continuous variables using the 

multivariate multilevel normal model described above. We outline this approach where the substantive 

model is a regression of a continuous variable on (I) a binary variable; (II) an ordinal variable and (III) an 

unordered categorical variable. 

  

 Case I: Binary variable 

 To explain this approach, consider a special case of model (1), where we have dropped the superscripts for 

simplicity: 

http://www.cmm.bristol.ac.uk/
http://www.missingdata.org.uk/
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𝑌𝑖𝑗 = 𝛼0 + 𝛼1𝑋𝑖𝑗 + 𝑢𝑗 + 𝑒𝑖𝑗,  

𝑢𝑗~𝑁(0, 𝛺𝑢) 

𝑒𝑖𝑗~𝑁(0, 𝜎𝑒
2)                                                                                         (3) 

where the covariate 𝑋𝑖𝑗 is binary. We modify the imputation model (2), modelling 𝑋𝑖𝑗 as derived from a 

latent normally distributed random variable 𝑍𝑖𝑗 with 𝑋𝑖𝑗 = 1 corresponding to 𝑍𝑖𝑗 > 0. The imputation 

model (2) then becomes:
 

𝑌𝑖𝑗 =  𝛽01 +  𝑢1𝑗 + 𝑒1,𝑖𝑗 

 𝑍𝑖𝑗 = 𝛽02 + 𝑢2𝑗 + 𝑒2,𝑖𝑗,   where 

Pr(𝑋𝑖𝑗 = 1) = Pr(𝑍𝑖𝑗 > 0) and 

(
𝑢1𝑗

𝑢2𝑗
) ~𝑁(0, 𝛺𝑢),    (

𝑒1,𝑖𝑗

𝑒2,𝑖𝑗
) ~𝑁 {(0, 𝛺𝑒 = (

𝜎1
2

𝜎12 1
)}.                 (4) 

       Here the variance of the latent normal variable at level 1 is constrained to 1 so the model is identifiable. It 

follows that           

Pr(𝑋𝑖𝑗 = 1) = Pr(𝑍𝑖𝑗 > 0) = Pr(𝑒2𝑖𝑗 > −[𝛽02 + 𝑢2𝑗]) = 𝛷(𝛽02 + 𝑢2𝑗), 

where 𝛷 is the cumulative distribution function of the standard normal. In other words, the latent normal 

structure in (4) corresponds to a probit link in the imputation model, as opposed to the more usual logit link.  

Using the normal link makes the MCMC procedure considerably more straightforward, while the difference 

between the predicted probabilities, and hence imputed values from the logit and probit models is has, in 

our experience,  no practical importance. 

 

Given an MCMC algorithm for fitting the multivariate normal imputation model (2), the extension to a latent 

normal structure is natural: 

1. Initialize any missing 𝑋𝑖𝑗  randomly as either 1 or 0; 

2. Initialize the latent 𝑍𝑖𝑗 with 𝑍𝑖𝑗 = 1 if 𝑋𝑖𝑗 = 1 and 𝑍𝑖𝑗 = −1 if 𝑋𝑖𝑗 = 0; 

3. Conditional on the 𝑍𝑖𝑗, use the MCMC algorithm for the multivariate normal to update the 

parameters of (4) exactly as before, and impute any missing values of the continuous variable 𝑌𝑖𝑗 

from the appropriate conditional distribution; 

4. To update 𝑋𝑖𝑗:  
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a. If 𝑋𝑖𝑗 is missing: update 𝑍𝑖𝑗  for each 𝑖, 𝑗,  by drawing  from the conditional normal 

distribution of 𝑍𝑖𝑗 | 𝑌𝑖𝑗 given the current parameter values. Set 𝑋𝑖𝑗 = 1 if  𝑍𝑖𝑗 > 0 and 𝑋𝑖𝑗 =

0 otherwise.  

b. If 𝑋𝑖𝑗 is observed, draw 𝑍𝑖𝑗~𝑁(𝛽02 + 𝑢2𝑗 , 1), and accept 𝑍𝑖𝑗 if 𝑠𝑖𝑔𝑛(𝑍𝑖𝑗) = 𝑠𝑖𝑔𝑛(𝑋𝑖𝑗 − 0.5). 

If 𝑍𝑖𝑗 is rejected, draw again until it is accepted. 

5. Iterate steps 2–4 till convergence. 

 

As mentioned above, the MCMC algorithm in step 3 needs to respect the constraint that the variance of the 

latent normal variable, 𝜎2,𝑖𝑗
2 = 1. This is most easily accomplished by updating the elements of the level 1 

covariance matrix in the imputation model elementwise. The details are given by Browne (2006) and 

Carpenter and Kenward (2013, p 97). If desired, the rejection step 4b can be replaced by an appropriate 

draw from a truncated normal, as described by Carpenter and Kenward, (2013, p96). 

 

Case II: Ordinal variable 

For ordinal data we use a proportional probit model. Suppose that the covariate 𝑋𝑖𝑗 in the substantive model 

(3) is ordinal, taking values m=1, 2, …,M. The imputation model again uses a latent normal variable, 𝑍𝑖𝑗, 

whose variance is constrained to be 1. However, to distinguish the various categories, in equation (4) we 

additionally constrain the mean of 𝑍𝑖𝑗 to be zero, and then replace 𝛽02 with M-1 ‘cut point’ parameters, 

𝛾1, … , 𝛾𝑀−1, such that 

Pr(𝑋𝑖𝑗 = 1) = Pr(𝑍𝑖𝑗 < 𝛾1 + 𝑢2𝑗) = 𝛷(𝛾1 + 𝑢2𝑗), 

and for 𝑚 = 2, … , 𝑀 − 1, 

Pr(𝑋𝑖𝑗 = 𝑚) = Pr(𝛾𝑚−1 + 𝑢2𝑗 < 𝑍𝑖𝑗 < 𝛾𝑚 + 𝑢2𝑗) = 𝛷(𝛾𝑚 + 𝑢2𝑗) − 𝛷(𝛾𝑚−1 + 𝑢2𝑗 ), 

and 

Pr(𝑋𝑖𝑗 = 𝑀) = Pr(𝑍𝑖𝑗 > 𝛾𝑀 + 𝑢2𝑗) = 1 − 𝛷(𝛾𝑀 + 𝑢2𝑗 ). 

(
𝑢1𝑗

𝑢2𝑗
) ~𝑁(0, 𝛺𝑢) 

where Φ is the standard cumulative normal density function.  With a continuous and ordinal variable in (4), 

the MCMC algorithm to fit the model now has to update the latent {𝑍𝑖𝑗} as well as 𝜸 = (𝛾1 , … , 𝛾𝑀). The 

easiest way to do this is to write 

𝑓({𝒁𝒊𝒋}, 𝜸|𝛽0,1, 𝛺𝑢, 𝛺𝑒 , {𝑌𝑖𝑗}, {𝑋𝑖𝑗}) = 𝑓({𝒁𝒊𝒋}|𝜸, 𝛽0,1, 𝛺𝑢, 𝛺𝑒 , {𝑌𝑖𝑗}, {𝑋𝑖𝑗}) × 𝑓(𝜸|𝛽0,1, 𝛺𝑢 , 𝛺𝑒 , {𝑌𝑖𝑗}, {𝑋𝑖𝑗}), 
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where 𝜸 is updated using a Metropolis step, and the {𝑍𝑖,𝑗} by rejection sampling, as before.  The details are 

given by Carpenter and Kenward (2013), p. 102. 

 

 

Case III: Unordered categorical variable 

We now consider the case where the covariate in the substantive model, 𝑋𝑖𝑗, is an unordered categorical 

variable with M levels, and for simplicity we assume this is defined at level 1 and have dropped the 

superscripts. This would typically be included in the substantive model through (M-1) dummy variables. To 

illustrate how our imputation model extends to this case, we suppose the categorical variable has 3 levels 

(the extension to M levels involves no additional concepts). Our substantive model can now be written 

𝑌𝑖𝑗 = 𝛼0 + 𝛼1𝑋2𝑖𝑗 + 𝛼2𝑋3𝑖𝑗 + 𝑢𝑗 + 𝑒𝑖𝑗,  

𝑢𝑗~𝑁(0, 𝛺𝑢) 

𝑒𝑖𝑗~𝑁(0, 𝜎𝑒
2) ,   

 where 𝑋2,𝑖𝑗 = 1 if 𝑋𝑖𝑗 = 2, and 0 otherwise, and 𝑋3,𝑖𝑗 = 1 if 𝑋𝑖𝑗 = 3, and 0 otherwise. 

Then we introduce (3 − 1) = 2 latent normal variables into the imputation model (4), which becomes: 

 

𝑌𝑖𝑗 =  𝛽01 +  𝑢1𝑗 + 𝑒1𝑖𝑗 

 𝑍1𝑖𝑗 = 𝛽02 + 𝑢2𝑗 + 𝑒2𝑖𝑗, 

 𝑍2𝑖𝑗 = 𝛽03 + 𝑢3𝑗 + 𝑒3𝑖𝑗, 

(

𝑢𝑖𝑗

𝑢2𝑗

𝑢3𝑗

) ~𝑁(0, 𝛺𝑢),    (

𝑒1𝑖𝑗

𝑒2𝑖𝑗

𝑒3𝑖𝑗

) ~𝑁 {(0, 𝛺𝑒 = (
𝜎1

2

𝜎12 1
𝜎13 0 1

)} , where                 

Pr(𝑋𝑖𝑗 = 1) = Pr(𝑍1𝑖𝑗 > 𝑍2𝑖𝑗 > 0), 

Pr(𝑋𝑖𝑗 = 2) = Pr(𝑍2𝑖𝑗 > 𝑍1𝑖𝑗 > 0), 

                    Pr(𝑋𝑖𝑗 = 3) = Pr(𝑍1𝑖𝑗 < 0 and 𝑍2𝑖𝑗 < 0).                                   (5) 

 Notice that in the level 1 covariance matrix the variance of the latent normal variables is constrained to 1. In 

our analyses, we typically also constrain their covariance to zero, although as discussed in Carpenter and 

Kenward (2013) p. 115, the derivation from the maximum indicant model gives a covariance of 0.5. Fitting 

model (5) by MCMC is a natural extension of the algorithm for the binary case above, where (i) in step 4a 
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(when 𝑋𝑖𝑗 is missing) we draw (𝑍1,𝑖𝑗, 𝑍2,𝑖𝑗) from the conditional normal distribution and then derive the 

corresponding value for 𝑋𝑖𝑗, and (ii) if 𝑋𝑖𝑗 is observed, we use rejection sampling to draw (𝑍1,𝑖𝑗, 𝑍2,𝑖𝑗) 

compatible with the category value taken by 𝑋𝑖𝑗. 

 

If there are three or more categorical variables, then we have the choice of the including each of them 

separately in the latent normal formulation, or combining them into one variable. Suppose we have three 

variables, with K, L and M levels respectively. The former approach corresponds approximately to imputation 

that is consistent with a partial association log-linear model. This will be adequate for most settings. The 

latter approach creates a KLM level categorical variable and includes this; this approximately corresponds to 

saturating the log-linear model (Carpenter and Kenward, 2013, p121).   

 

 Some comments 

We have described a multivariate multilevel normal model, which can be used to impute continuous  

(approximately joint normal) data in a multilevel dataset. In particular, model (2) gives a valid framework for 

imputing missing values at all levels of the hierarchy. This approach extends, via the latent normal 

formulation, to binary, ordered and unordered categorical variables. We have shown how this works for 

missing values of discrete variables at level 1 in the hierarchy, but we can bring these ideas directly into 

model (2) to handle partially observed discrete variables at any level of the hierarchy. We also note that if 

we start from a congenial imputation model, and include auxiliary variables (of whatever type) as additional 

responses, then marginalising over these variables gives the congenial imputation model. This suggests that 

in applications it may be preferable to include fully observed auxiliary variables as additional responses, 

rather than covariates. 

 

 

 

We can use the latent normal approach more widely for variables from other discrete distributions such as 

the Poisson.  Skew continuous distributions may be handled via a Box-Cox transformation (see Goldstein, 

2011, Chapter 16 for details). 

In summary, these extensions enable us to impute missing data for a very wide range of variable types at any 

level of a data hierarchy. They can be viewed as an approximation to the general location model, in which 

the categorical data are modelled using the latent normal structure, resulting in a computationally tractable 
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joint likelihood (see also Carpenter and Kenward (2013), p121). Software for carrying out such imputations 

at two levels, known as REALCOM, is freely available from www.bristol.ac.uk/cmm, and described in 

Carpenter, Goldstein and Kenward (2011).   

We next describe a further extension to the imputation procedure that enables imputation consistent with a 

substantive model that includes interactions and general functions of partially observed covariates.  

 

3. Interactions and general functions of covariates 

Existing approaches to missing data, including that described in the previous section, are unable  properly to 

handle interactions among predictors, including polynomials. This is because they all assume conditional 

linear relationships between the variables. Data analysts have adopted different approaches. In one 

approach the interaction or polynomial terms are ignored when missing values are imputed and then 

computed by multiplying the relevant values post-imputation (cf Chapter 14, Section 6.5). Another approach 

is simply to treat each interaction or polynomial term as ‘just’ another variable (JAV) and include it in the 

imputation model as such, disregarding its deterministic relationship to other variables. A third approach (so 

called predictive mean matching imputation) imputes from a donor pool identified by the imputation model, 

thus attempting to preserve non-linear relationships by imputing missing values from comparable records 

with no missing data. Von Hippel (2009) criticises the first and third approaches, and advocates JAV as the 

most satisfactory method. However, Seaman, Bartlett and White (2012) show that under the missing at 

random (MAR) assumption this may perform poorly when the substantive model is a linear regression, and 

that it is generally unsatisfactory when the substantive model is logistic regression. 

  

Our approach to this is to define the (joint) imputation model as the product of the substantive model 

(typically of a response conditional on covariates) and a marginal model for the covariates. We can use this 

approach to create imputed datasets in the usual way, with the advantages that (i) additional variables, not 

in the substantive model, can be included in the imputation model and (ii) we can impute for a more general 

substantive model and then explore simplifying this model. 

 

However, as we make explicit below, under this approach the substantive model is explicitly used in 

building—effectively embedded in—the imputation model. It follows that fitting the imputation model gives 

estimates of the parameters in the substantive model. This means that for the substantive model used to 

formulate the imputation model, the two-stage process of multiple imputation—which separates imputation 

http://www.bristol.ac.uk/cmm
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and fitting the substantive model—is not necessary. Nevertheless, the imputation approach will often still be 

preferable because 

 We can include auxiliary variables in the imputation model, to increase the plausibility of MAR and 

improve the prediction of missing values; 

 Imputation and analysis can be done separately; 

 We can impute for the most general model we are entertaining, and then use the imputed data to 

perform model selection, and 

 Imputation provides a natural route for sensitivity analysis, as described in Chapter 20.  

In particular, with reference to the first of these points, it may often be preferable to include auxiliary 

variables as additional responses in a multivariate response extension of the conditional model of 𝑌 on 𝑋, 

rather than as additional covariates in the conditional model for Y. This is because in the former case 

marginalising the multivariate response imputation model over the auxiliary variables will give the 

substantive model. 

  

We now describe how this approach works for multivariate normal data. As throughout this chapter, we 

assume the missingness mechanism is ignorable. 

 

Suppose first the substantive model is 

𝑌𝑖 = 𝛼0 + 𝛼1𝑋𝑖 + 𝛼2𝑋𝑖
2 + 𝑒𝑖 ,        𝑒𝑖 ∼ 𝑁(0, 𝜎𝑌|𝑋

2 ),                                               (6) 

i.e. a non-linear regression model for Y on X, with X partially observed, and that the marginal distribution of 

X is normal.  Then the joint distribution of Y and X does not take a known form, but can be written as  

𝑓(𝑌, 𝑋) = 𝑓(𝑌|𝑋)𝑓(𝑋).                         (7) 

From (6) the likelihood for record i in the sample can be written as  

𝐿(𝑌, 𝑋) = 𝑓(𝑌|𝑋; 𝜃𝑌|𝑋)𝑓(𝑋; 𝜃𝑋) = {(2𝜋σY|X
2 )

−0.5
exp (−

0.5(𝑌𝑖−(𝛼0+𝛼1𝑌𝑖+𝛼2𝑋𝑖
2))

2

σY|X
2 )}{(2𝜋σX

2 )−0.5exp (−
0.5(𝑋−𝜇𝑋)2

𝜎𝑋
2 )}, (8) 

where (𝜃𝑌|𝑋 , 𝜃𝑋) are parameter vectors for the regression of Y on X  and the marginal distribution of X 

respectively. Notice that if 𝛼2 were zero, then the joint distribution of (𝑌, 𝑋) would be bivariate normal and 

we could adopt the approach set out in Section 2. The advantage of formulation (7) comes into play when 

the substantive model, 𝑓(𝑌|𝑋), involves a non-linear function of the covariates, possibly including 

interactions. Such relationships are not captured in imputation model (2). 
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 We now sketch the steps for an MCMC algorithm to fit (7) and create imputed datasets: 

1. Choose initial values for all the parameters and all the missing observations. 

2. Conditional on 𝑋, use an appropriate MCMC algorithm to update the parameters 𝜃𝑌|𝑋; then draw 

(impute) missing values of Y; 

3. For each missing value of the covariate 𝑋 in turn:  

a. Draw a proposal 𝑋∗ from a suitable proposal distribution, say 𝑁(𝑋𝑐𝑢𝑟𝑟𝑒𝑛𝑡 , 𝑐𝜎𝑋
2); 

b. Use a Metropolis-Hastings step, accepting 𝑋∗ with probability min {1,
𝐿(𝑋∗)

𝐿(𝑋)
}, where L is  

given by 𝐿(𝑋) = 𝑓(𝑌|𝑋, 𝜃𝑌|𝑋)𝑓(𝑋|𝜃𝑋) as in (8). 

4. Update the parameters 𝜃𝑋  given current values of X.       

    

As with the MCMC algorithms for imputation described above, steps 2-4 are repeated a number of times to 

‘burn in’ the sampler; then an imputed dataset is recorded; then the sampler is updated a smaller number of 

times before a second imputed dataset is recorded, and so on. Our substantive model is then fitted to each 

imputed dataset and the results combined using Rubin’s rules in the usual way. Alternatively, as discussed 

above, if the substantive model is exactly 𝑓(𝑌|𝑋) in (7), we may obtain posterior summaries of the 

parameters 𝜃𝑌|𝑋  direct from the MCMC sampler. 

 

Once we have seen the structure for imputing consistent with a non-linear model such as (6) using 

formulation (7) explicitly in the MCMC algorithm above, the extensions follow naturally. Model (6) can be a 

multilevel model, whose linear predictor contains non-linear relationships involving continuous and discrete 

covariates. The marginal model for these covariates can then be a itself a multilevel multivariate model, of 

the sort described in Section 2, with a mix of responses at different levels of the hierarchy.  The practical 

utility of this approach has been demonstrated by Goldstein, Carpenter and Browne (2014).  They show that, 

in line with theory, this approach produces unbiased efficient estimates. 

 

We next show how the approach we have outlined in Sections 2-3 extends to handle partially known 

variables in Section 4 and record linkage in Section 5, before considering examples in Section 6.  
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4. Coarsened Data 

Measurement error is an example of data coarsening, formalised by Heitjan and Rubin (1991), where what is 

observed is intermediate between fully missing and fully known. Multiple imputation is an attractive 

approach in this setting, and has been considered by for example Ghosh-Dastidar and Schafer (2003), Yucel 

and Zaslavsky (2005), Raghunathan (2006) and Cole et al (2006). We set out various cases below, and then 

describe how MI applies to them. 

 

A common setting is to have a response where some data values are known accurately but others are only 

known to lie within a certain range, within which the values are distributed according to a particular 

probability distribution. Truncation is a simple example of this. Another example arises with retrospectively 

collected data where the time since an event is measured, and some individuals can only provide an interval 

estimate. Another example, from the individual patient data meta-analysis we consider below, arises when a 

key prognostic variable is recorded on a continuous scale in some studies, but only on a binary or ordinal 

scale in others. In this setting appropriate MI for the underlying values of the coarsened data permits the 

underlying values to be used in regression adjustment, which may be particularly important if the variable is 

a key confounder. 

 

We base our discussion on an idealized setting; more general settings can be readily developed from this. 

Suppose we wish to regress 𝑌1 on a possibly non-linear function g(𝑌2), but for a proportion of individuals 𝑌2 

is missing. However, we observe 𝑍, a coarsened version of 𝑌2 for all individuals.  We assume that 𝑌1|𝑔(𝑌2) is 

normal. We assume the coarsening process is ignorable for the analysis. We distinguish the following cases: 

1. Case I: 𝑍 is discrete and defines the interval in which 𝑌2 lies—this includes truncation as a special 

case; 

2. Case II: either the distribution of 𝑌2|𝑍 is known, or the distribution of 𝑍|𝑌2 is known or we have 

observed some values of 𝑌2 (as well as 𝑍), and 

3. Case III, no gold standard: all values of 𝑌2 are missing. 

 

Case I: 

The joint distribution of (𝑌1 , 𝑌2) is 

𝑓[𝑌1|𝑔(𝑌2)]𝑓(𝑌2). 
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 We need to assume a marginal distribution 𝑓(𝑌2) in order to proceed. Typically, some values of 𝑌2 will be 

observed and these, together with contextual knowledge, can guide this choice. Once this is done, we can 

use the MCMC approach described in Section 3 above to fit the model (consistent with possibly non-linear 

function g). As the MCMC algorithm to fit the model updates, a proposal for missing 𝑌𝑖,2 is only accepted if it 

lies in the range of values consistent with the observed 𝑍𝑖,2. We can then use this MCMC algorithm to obtain 

imputed datasets with no missing values of 𝑌𝑖,2, fit our substantive model to the imputed datasets and apply 

Rubin’s rules in the usual way.  If g is linear, we can use the bivariate normal imputation model  

𝑌𝑖,1 = 𝛽0,1 + 𝑒𝑖,1

𝑌𝑖,2 = 𝛽0,2 + 𝑒𝑖,2

(𝑒𝑖,1, 𝑒𝑖,2)
𝑇

∼ 𝑁(0, 𝛺𝑒).

 

Again, as the MCMC algorithm to fit the model updates, a proposal for missing 𝑌𝑖,2 is only accepted if it lies in 

the range of values consistent with the observed 𝑍𝑖,2. 

 

Case II: 

In this case we need to consider the joint distribution of (𝑌1, 𝑌2, 𝑍). If 𝑓(𝑌2|𝑍) is known, we can write this as  

𝑓(𝑌1, 𝑌2, 𝑍) = 𝑓[𝑌1|𝑔(𝑌2)]𝑓(𝑌2|𝑍)𝑓(𝑍). 

This assumes that, given 𝑔(𝑌2), 𝑌1is independent of Z. This is reasonable, as 𝑍 is a coarsened version of 𝑌. If, 

as we have assumed, Z is fully observed then we do not need to specify a marginal distribution for Z. We can 

apply the approach described in Section 3 directly to impute the missing 𝑌2, drawing on information in 𝑌1 

and Z. If the parameters of 𝑓(𝑌2|𝑍) are unknown, these can be estimated provided we have some individuals 

with both 𝑌2 and 𝑍 observed. Likewise—provided we have some individuals with both 𝑌2 and 𝑍 observed—if 

the form of 𝑓(𝑌2|𝑍) is unknown, we choose a model for it, consistent with the data and our contextual 

knowledge.  

 

Alternatively, it may be that 𝑓(𝑍|𝑌2) is known, or easier to model than 𝑓(𝑌2|𝑍).  Then we write 

𝑓(𝑌1 , 𝑌2, 𝑍) = 𝑓[𝑌1|𝑔(𝑌2)]𝑓(𝑍|𝑌2)𝑓(𝑌2), 

 where we again assume that,  given 𝑔(𝑌2), 𝑌1is independent of Z. In this case we need to choose an 

appropriate marginal distribution for partially observed 𝑌2. We can apply the approach described in Section 

3 directly to impute the missing 𝑌2, drawing on information in 𝑌1 and Z. If the parameters of 𝑓(𝑍|𝑌2) are 

unknown, these can be estimated as part of the MCMC process alongside parameters of the marginal 

distribution of 𝑌2. If the form of 𝑓(𝑍|𝑌2) is unknown—provided we have some individuals with both 𝑌2 and 𝑍 
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observed—we choose a model for it, consistent with the data and our contextual knowledge. Again, given 

these choices, we can apply the MCMC approach described in Section 3 to fit the imputation model and 

impute the underlying 𝑌2 values.  

 

Before leaving case 2, we note that there may be situations where our primary dataset does not contain 𝑌2, 

but that a secondary validation dataset contains both 𝑌2 and 𝑍. In this setting we may either 

i. Take Z from the principal dataset and 𝑌2 and 𝑍 from the validation dataset. Impute 𝑌2 using only Z, 

creating K imputed vectors for 𝑌2. Use these to fit the substantive model in each of the K principal 

datasets and combine the results for inference using Rubin’s rules, or  

ii.  Put the principal and validation datasets together, impute missing values of all variables (𝑌1 is 

missing in the validation portion, 𝑌2 in the principal portion), fit the substantive model to the 

imputed datasets and combine the results for inference using Rubin’s rules. 

Under option (i), the imputation model is uncongenial with the substantive model, not containing all the 

variables and structure in the substantive model.  In this case, inference from Rubin’s rules may be 

unreliable. By contrast, under option (ii), provided we fit the substantive model to the combined, imputed, 

principal and validation data, Rubin’s rules should be applicable. If we use option (ii), but only wish to fit the 

substantive model to the principal dataset (excluding the validation dataset), then we need to use a 

modification of Rubin’s rules proposed by Reiter (2008). 

  

Case 3:  

In this case, we can only recover an estimate of the underlying, un-coarsened observations by hypothesising 

a model relating the underlying and the observed, coarsened, values. We now discuss a simple version of 

such a model and its implication for MI. We suppose that both 𝑌2 and 𝑌3 are measured with error about a 

true underlying value. In order to proceed we need to choose a model for this measurement error process; 

we consider a simple linear model for illustration. Our joint substantive and measurement error model is: 

𝑌𝑖1 = 𝛽0 + 𝛽1(𝛾0 + 𝑢𝑖) + 𝑒𝑖,1 

𝑌𝑖𝑗 = 𝛾0 + 𝑢𝑖 + 𝑒𝑖𝑗,    for 𝑗 = 2,3 

where 𝑢𝑖 ∼ 𝑁(0, 𝜎𝑢
2),  independent of (𝑒𝑖,2, 𝑒𝑖,3)

𝑇
∼ 𝑁(0, 𝛺𝑒), independent of  𝑒𝑖,1 ∼ 𝑁(0, 𝜎2).  

For subject 𝑖, the substantive model is a linear regression of 𝑌𝑖1 on the estimated underlying value of the 

covariate for subject 𝑖, which is (𝛾0 + 𝑢𝑖).  Of course, 𝛾0 may be omitted from the model for 𝑌𝑖1 and 

absorbed into the intercept. This model is a special case of the multilevel multiple imputation model 

presented in Section 2 above. As above, since the substantive model is explicitly specified within the 
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imputation model, imputation is not necessary here. However, in practice we would typically wish to include 

more variables in the imputation model than the substantive model. In this case, multiple imputation would 

be a natural way to proceed. 

 

 

5 Record linkage  

Consider the case of linking two data files, a primary file of interest (FOI) and a secondary, typically larger, 

linking data file (LDF) where, for modelling purposes we wish to carry variables from ‘linked’ records from 

the LDF to the FOI. We outline how multiple imputation can be used in this setting, where it has the 

potential to improve on standard approaches to probabilistic record linkage.  

 

Assume we have a set of matching variables (MV). For many records in the FOI these will identify a unique 

match in the LDF. For the remainder, standard probabilistic record linkage uses the MV to determine the 

probability that record 𝑖 in the FOI matches record 𝑗 in the LDF, for 𝑗 = 1, … , 𝑀(𝑖).  For each individual 𝑖 in 

the FOI with pattern 𝑔 of the MV, a probabilistic matching procedure (see for example Jaro (1995)) typically 

calculates (often using data from other sources) 

mij = Pr(𝑔 | FOI record 𝑖 matches LDF record 𝑗) 

and 

�̅�𝑖𝑗 = Pr(𝑔| FOI record 𝑖 does not match LDF record 𝑗), 

for 𝑗 = 1, … , 𝑀(𝑖), the records in the LDF entertained as possible matches for record 𝑖 in the FOI. It then 

calculates 

𝑅𝑖𝑗 =
𝑚𝑖𝑗

�̅�𝑖𝑗
, 

and derives a weight 𝑊𝑖𝑗 = log2 𝑅𝑖𝑗 . The traditional method sets a threshold for linkage; for each record 𝑖 

where any 𝑊𝑖𝑗 exceeds the threshold, the LDF entry with the highest 𝑊𝑖𝑗 is linked.  

 

In most cases, the MV will be present in both the FOI and the LDF; however for confidentiality reasons it can 

also happen that the MV are withheld from the analyst, who may only have the weights. In both cases we 

may improve on this procedure, provided (as will typically be the case) we have additional variables in the 

LDF that are not in the MV set.  The idea is to normalise the weights 𝑊𝑖𝑗 to obtain a prior, and then use the 
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distribution of the LDF variables given the FOI variables (estimated from the true matches) to provide a 

likelihood, which in turn allows us to compute posterior weights. A multiple imputation approach then 

allows us to propagate the uncertainty. 

  

 For individuals 𝑖 with definite matches, let 𝑌𝑖
𝐿𝐷𝐹  denote the variables in the linkage data file (excluding the 

MV in the linkage file), and 𝑌𝑖
𝐹𝑂𝐼  denote the variables in the FOI (including the matching variables).   

 We proceed as follows:  

1. For records with definite linkage, use the multivariate response model introduced in Section 2, fitted 

by MCMC, to estimate 𝑓(𝑌𝑖
𝐿𝐷𝐹|𝑌𝑖

𝐹𝑂𝐼). 

2. For each record 𝑖 that is not definitively linked, derive the weights as above and normalize them, 

setting:  𝑝𝑖𝑗 = 𝑊𝑖𝑗 ∑ 𝑊𝑖𝑗
𝑀(𝑖)
𝑗=1⁄  

3. For each record 𝑖 that is not definitively linked, calculate 

𝛾𝑖𝑗 = 𝑓(𝑌𝑗
𝐿𝐷𝐹|𝑌𝑖

𝐹𝑂𝐼)𝑝𝑖𝑗, 

and normalise, setting 𝜋𝑖𝑗 =  𝛾𝑖𝑗 ∑ 𝛾𝑖𝑗 .
𝑀(𝑖)
𝑗=1

⁄  

We can then use the 𝜋𝑖𝑗  to generate imputed dataset 𝑘 = 1, … , 𝐾, as follows. For each record 𝑖 that is not 

definitively linked, sample a record from the set of 𝑀(𝑖) possible links with probability 𝜋𝑖𝑗. 

 

Taking this approach we obtain 𝐾 imputed datasets which represent the uncertainty in the matching. 

Alternatively, we may threshold the 𝜋𝑖𝑗  and directly impute unlinked data for records 𝑖 for which all 𝜋𝑖𝑗  lie 

below the threshold. 

 

When adopting this approach, we need to be careful not to use the information in the MVs twice; once in 

the prior and once in the likelihood. Since by definition we exclude the MV  in the LDF from 𝑌𝑖
𝐿𝐷𝐹, this is 

reasonable if  

𝑓(𝑌𝑖
𝐿𝐷𝐹 , 𝑀𝑉𝑖|𝑌𝑖

𝐹𝑂𝐼) ≈ 𝑓(𝑌𝑖
𝐿𝐷𝐹|𝑌𝑖

𝐹𝑂𝐼)𝑓(𝑀𝑉𝑖
𝐿𝐷𝐹|𝑌𝑖

𝐹𝑂𝐼), 

 in other words of the MV and the other variables in the LDF are approximately conditionally independent 

given 𝑌𝑖
𝐹𝑂𝐼 .  If this is not the case, it will often be preferable to discard the prior 𝑝𝑖𝑗 and simply include the 

matching variables in 𝑌𝑖
𝐿𝐷𝐹.   
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Goldstein, Harron and Wade (2012) describe this approach in detail, and demonstrate in a simulation study 

how (i) the approach outlined above can improve on probabilistic matching alone and (ii) that, direct 

imputation of unmatched records will often outperform both probabilistic matching and the approach 

described above.  Linkage again illustrates attraction of MI, which provides a practical method for analysis 

that appropriately propagates the uncertainty (here due to the linkage). 

 

6 Applications 

Above, we have described how multiple imputation provides a flexible, framework for missing data in 

multilevel analyses, where the substantive model may include a non-linear function of the covariates, where 

data may be coarsened, and where record linkage may be uncertain. We now illustrate the analysis of data 

with some of these issues. 

 

6.1 Modelling class size data with missing values.  

We use data from a study set up to explore the effect of class size on learning among children entering 

primary school in England. For details of the study see Blatchford, Goldstein, Martin, and Browne (2002). 

Literacy and numeracy skills were measured when children started their reception class and at the end of 

their reception year, and the child’s class size is the average size of the class the child belonged to over the 

reception year (in many schools about one half of the reception class starts in September, and the remaining 

younger children in the same school year join the class after Christmas). The literacy and numeracy test 

scores (i) before entry into the reception class and (ii) at the end of the reception year have been normalized 

to create the variables used in the analyses below.  

We model the relationship between our chosen outcome, mathematics score at the end of the reception 

year (the first year of school), against pre-reception mathematics (𝑥1), pre-reception literacy (𝑥2), term of 

entry to school (0 if first term, 1 otherwise, 𝑥3), eligibility for free school meals (1 if yes, 0 otherwise, 𝑥4), 

gender (girl=1, boy=0, 𝑥5),  age in months (centred at 51 months, 𝑥6) class size (centred at 25,  𝑥7) together 

with the interaction of pre-reception maths and literacy scores (𝑥1𝑥2), the square of pre-reception literacy 

(𝑥2
2) the square of pre-reception maths (𝑥1

2), the square of class size (centred at 25) (𝑥7
2), and a regression 

spline term, defined as follows: 

𝑧𝑥7
2 , where 𝑧 = {

0 𝑖𝑓 𝑥7 < 0
1 𝑖𝑓 𝑥7 ≥ 0

}.   

This adds a smoothly joining quadratic term at a class size of 25 to the overall quadratic term for class size.  
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As we noted above, each child will generally experience a different average class size over the year due to 

other children entering at different times of year so that class size becomes a level 1 variable.   

       Let 𝑗  index school and 𝑖 index children within schools. The substantive model is thus 

𝑦𝑖𝑗 = 𝛽0 + ∑ 𝛽𝑘𝑥𝑘𝑖𝑗
7
𝑘=1 + 𝛽8𝑥1𝑖𝑗𝑥2𝑖𝑗 + 𝛽9𝑥2𝑖𝑗

2 + 𝛽10𝑥1𝑖𝑗
2 + 𝛽11𝑥7𝑖𝑗

2 + 𝛽12𝑧𝑖𝑗𝑥7𝑖𝑗
2 +𝑢𝑗 + 𝑒𝑖𝑗  (9) 

𝑢𝑗 ∼ 𝑁(0, 𝜎𝑢
2) independent of 𝑒𝑖𝑗 ∼ 𝑁(0, 𝜎𝑒

2). 

In the illustrative data set we have extracted from the class size study for the analysis here, only class size is 

missing. 

Table 1 gives parameter estimates from the posterior distribution of the parameters using only the complete 

records. The model is fitted using MCMC . Uniform independent default priors are used for the fixed 

parameters, inverse gamma (0.001,0.001) priors for the variances and minimally informative inverse Wishart 

priors for the covariance matrices (Browne and Draper, 2000).  

 

We now impute the missing class size data, consistent with the multilevel structure and the non-linear 

relationship in (9), using the approach we described in Section 3. The approach set out there explicitly takes 

account of a model, within which the substantive model is nested, in the imputation process. Auxiliary 

variables can be included as additional responses, or — if they are fully observed — as additional covariates. 

As we remarked in Section 3, in the case where there are no auxiliary variables, and we impute with 

precisely those covariates in our final substantive model, then the imputation process gives posterior 

distributions for the parameters of interest in the substantive model, and so we do not need to go through 

the full procedure of generating imputed datasets, fitting the substantive model to each, and combining the 

results using Rubin’s rules. In this illustrative analysis of the class size data we are in exactly this situation, 

since we include no auxiliary variables, and impute with the variables shown in (5).   

 

The approach set out in Section 3 requires us to choose a marginal distribution for the partially observed 

covariate(s) (here class size) in our substantive model (9).  We chose a normal distribution for class size, even 

though it is slightly positively skewed.  

 

The parameter estimates are shown in Table 1. The main differences between the multiple imputation 

estimates and those for the complete cases analysis lie in the smaller standard errors associated with the 

former, up to 25% in some cases, reflecting the additional information brought into the analysis from the 
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partially observed records.  However, we also see a much smaller coefficient for free school meals, the 

coefficient for the interaction between initial maths and literacy scores changes sign and becomes formally 

significant at the 5% level, and the coefficient of the quadratic term for initial maths changes sign and 

becomes not significant. 

Figure 1 plots the estimated relationship between (adjusted) maths score and class size from both the 

complete records analysis and the analysis including all the observed data. To calculate this relationship, all 

categorical covariate values are set to their reference value (zero), normalised pre-reception literacy and 

numeracy are also set at zero, and the effect at a class size of 15 set to 1.0.  Both analyses show a similar 

relationship, though including all the partially observed records suggests the effect of class size is slightly 

reduced at the right hand end. The between child residual variance for the full model is 0.36 so that the 

reduction in maths score between a class size of 15 and class sizes of between 23 and 30 is approximately 

half the residual standard deviation between children; a non-trivial effect.  

 

In summary, we have used the approach set out in Section 3 to impute consistent with the highly non-linear 

relationship with class size in this multilevel dataset. We are therefore able to make full use of the observed 

data to confirm this practically important relationship, which standard imputation procedures cannot do. A 

simulation study illustrating this approach, together with an analysis of predictors of educational attainment 

in the UK 1958 birth cohort study are reported by Goldstein et al (2014). A version of this imputation 

algorithm using full conditional specification (suitable when there is no multilevel structure) is described by 

Bartlett et al (2014).  
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Figure 1. Adjusted relationships between end of reception maths score and class size.  

 

 

 

 

 

Complete records 

Full model 
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Table 1. End of reception year Mathematics score as a function of start year Mathematics and Literacy 

scores, term of entry, free school meal eligibility, gender, age and  class size  plus interactions. MCMC 

estimation with default priors, burn in =500, sample = 2500. 

Parameter Estimate (SE). Complete 

cases only. 3791 children,  

233 schools 

Estimate (SE). Full Bayesian 

model.  8041 children, 347 

schools 

𝛽0 (Intercept) 0.1495 (0.0176) 0.1417 (0.0357) 

𝛽1 (pre-reception maths 0.3505 (0.0176) 0.3477 (0.0145) 

𝛽2 (pre-reception literacy) 0.3725 (0.0171) 0.3640 (0.0147) 

𝛽3  (term of entry to 

school)   

-0.5533 (0.0446) -0.5435 (0.0381) 

𝛽4 (eligibility for free 

school meals) 

-0.0791 (0.0306) -0.0497 (0.0265) 

𝛽5 (gender) -0.0076 (0.0207) 0.0041 (0.0170) 

𝛽6 (age in months) 0.0133 (0.0037) 0.0130 (0.0030) 

𝛽7  (class size) -0.0009 (0.0193) 0.0046 (0.0156) 

𝛽8 (pre-reception maths 

and literacy interaction) 

0.0328 (0.0297) -0.0672 (0.0250) 

𝛽9 (square of pre-

reception literacy) 

0.0025 (0.0170) 0.0261 (0.0141) 

𝛽10 (square of pre-

reception maths) 

-0.0380 (0.0172) 0.0129 (0.0140) 

𝛽11 (square of class size) 0.0085 (0.0029) 0.0086 (0.0024) 

𝛽12 (spline term)  -0.0105 (0.0055) -0.0112 (0.0046) 

Between class variance 

(𝜎𝑢
2) 

0.2172 (0.0234) 0.2063 (0.0197) 

Between child variance 

(𝜎𝑒
2) 

0.3694 (0.0088) 0.3618 (0.0073) 
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6.2 Individual patient data Meta Analysis  

Our second example illustrates handling coarsened data, as discussed in Section 4. The data come from an 

individual patient data meta analysis of survival of patients with heart failure, known as MAGGIC (MAGGIC, 

2012). Heart failure (HF) is a leading cause of cardiovascular morbidity and mortality and arises as a 

consequence of many cardiovascular conditions, including coronary artery disease, valve disease and 

hypertension. HF has been traditionally viewed as a failure of heart pump function and the left ventricular 

ejection fraction (LVEF) measurement (taken by echocardiogram) has been widely used to define systolic 

function, assess prognosis and select patients for therapeutic interventions. Twenty nine studies with 43,000 

patient records formed the basis of the published analysis, which developed a prognostic model for survival 

in this patient population.  

 

 Here we focus on modelling LVEF as a function of other clinical measurements. We use the following 

predictors: age, gender, history of ischaemic heart disease, ischaemic aetiology of heart failure, history of 

hypertension, and a measure of cardiothoracic ratio (ratio of heart to chest diameter). This is categorised 

using the New York Heart Association (NYHA) ordinal scale of 1, 2, 3, 4  (MAGGIC, 2012).  The covariates have 

missing values and we also have partially observed data for the response. In some of the studies LVEF is 

measured as a percentage on a continuous, essentially normal, scale and in others it is categorised either as 

above or below 50% or in one of the categories (<30, 30-39, 40-49, >50).  We therefore have a response that 

is sometimes fully observed and sometimes partially observed, i.e. within a given range.  

For the analysis presented here, we use data from three of these studies where two of the studies (study 1 

and study 2) have missing echocardiogram LVEF values but in most of these cases do have an estimate of 

LVEF categorised as greater or less than 50%.  

 

The study identification is included as a covariate with two dummy variables in both the imputation model 

and the substantive model. If we were modelling a large number of studies we may wish to incorporate 

these as level 2 random effects. In the imputation model, the three fully observed covariates (study, age and 

gender) are included as covariates, and the remaining variables are treated as responses with appropriate 

latent normal sampling for the categorical values, as discussed above. For the LVEF data we have both 

normal and binary responses (and some where both are missing). Where we have a normal response, then 

that is the one that is used. Where we have a binary response, we are in the first case considered in Section 

4 on coarsened data.  As described there, we sample from a standard latent normal distribution conditioning 

on the remaining responses, but now the sampled value is only accepted if it has a value below or above the 
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cut point of 50% corresponding to what is observed. For example, if we observe that a value is above 50% 

this is equivalent to assigning a prior probability of 1 to being above 50% and zero for being below zero.  

 

  

Figure 2 shows histograms for imputed continuous LVEF values for studies 1 and 2 from one imputed 

dataset. For reference, the LVEF values from study 3, which were fully observed, are also included. Study 1 

appears to have a lower distribution of LVEF values, indicating patients with more pronounced heart failure. 

 

Figure 2. Imputed values from one imputed dataset for each study. Frequency by LVEF 

Study 1 

(197 values) 

 

 

Study 2 

(282 values 

observed) 

 

 

Study 3 

(97 values, 

all observed) 

 

 

Table 2 shows the results of fitting the substantive model of LVEF on the predictors, using the complete 

records and after multiple imputation. For the complete records analysis there are no data on aetiology so 

that this study is effectively excluded from the analysis. In the imputation analysis information on this study 

is recovered and all the standard errors have been reduced, with the gender effect now being formally 

significant at the 5% level. This analysis illustrates the flexibility MI for handling coarsened data, which 
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frequently arises in individual patient data meta-analysis, since the studies are not conducted with an a-

priori agreed protocol, but instead the data is assembled after the studies have been completed. 

 

 

 

 

Table 2. Meta analysis of LVEF using a complete case and MI analysis. Study 1 is reference 

study. Imputation based on 10 completed datasets with burn in of 500 and sampling every 

250 iterations. 

Parameter (SE) Complete records 

(N=308) 

Multiple imputation 

(N=576) 

Intercept 3.27  8.93 

Study 2 9.28 (1.95) 8.42 (1.65) 

Study 3 - 8.07 (3.52) 

Age (years) 0.34 (0.09) 0.30 (0.07) 

Gender (1=male) -2.10 (1.55) -2.87 (1.38) 

History of ischaemic heart 

disease (1=yes) 

4.45 (1.68) 2.82 (1.49) 

History of hypertension (1=yes) 0.75 (1.65) 0.63 (1.41) 

        Ischaemic aetiology  of heart 

failure (1=no) 

6.16 (1.54) 5.31 (1.40) 

NYHA -0.93 (0.84) -1.05 (0.78) 

Residual variance 165.8 (13.6) 179.9 (11.6) 
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7 Conclusions  

This chapter has extended the standard multiple imputation algorithm in several directions. We have 

described how a mix of continuous and discrete data can be imputed in a principled manner consistent with 

hierarchical data. We have shown how this approach can be extended to impute in a way that respects non-

linear effects and interactions. We then described how multiple imputation can be modified to handle 

coarsened data, in a range of settings covering many situations that are likely to arise in applications. We 

have illustrated the practicality and utility of these developments with educational data collected to 

investigate the effects of class size, and an individual patient data meta-analysis of patients with heart 

failure. The software REALCOM implementing multilevel multiple imputation is described in Carpenter et al 

(2011), and available from http://www.bristol.ac.uk/cmm/software/realcom/. This approach has also been 

incorporated in the software Stat-JR (http://www.bristol.ac.uk/cmm/) 
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