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Summary. In the UK and elsewhere, there has been considerable debate about the use of quan-
titative indicators, known as ‘metrics’, to judge research performance of individual academics
and university departments.We carry out an analysis of the grades that are awarded to research
grant applications to explore the extent to which such information can be used for this purpose.
Our results suggest that the usefulness of these data is limited and also that similar important
limitations are associated with other metrics such as those based on journal paper citation in-
dices.
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1. Introduction

In England, beginning in 1992, the higher education funding bodies for England, Scotland,
Wales and Northern Ireland, led by the Higher Education Funding Council for England,
have carried out regular assessments of research performance at approximately 7-year intervals
(see http://www.hefce.ac.uk/research/ref/ for details and proposed developments).
This assessment is known as the ‘research assessment exercise’ (RAE) and each one involves
university departments in the submission of reports on their research activities over a specified
period, including publications by individual academics. These submissions are then peer assessed
by specially constituted panels. In the 2008 RAE there were 67 ‘subpanels’ reporting to 15 main
panels, each of the subpanels representing a discipline as defined by the funding bodies. Discus-
sions about future assessments have considered the use of ‘metrics’, i.e. quantitative indicators
of research performance such as citation counts for journal papers and grades awarded by
research funding bodies for research grant applications. In this paper we carry out an analysis
of the complete set of research grant applications that were submitted to the Economic and
Social Research Council (ESRC) of the UK (http://www.esrc.ac.uk) over the period
2001–2007, which coincides approximately with the period that was covered by the 2008 RAE.
The aim of the analysis is to assess the use of these data to inform future research assessments
and also to offer a new perspective on the more general use of metric information to assess
individuals, departments and institutions. In addition we also analyse the relationship between
the estimates of research performance for individual departments derived from award grades
and the actual ratings that were produced by the 2008 RAE.
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2. Data

The following analyses are based on all applications where a decision was reached in the period
2001–2007. For the present analyses we use the higher education institution (HEI) and depart-
ment where applicants were located at the time of the application. The analyses exclude HEIs
that are outside the Higher Funding Council for England such as overseas universities. In addi-
tion non-university institutions are excluded. For London University and the University of
Wales, the constituent colleges are used as the institutional unit and all Oxford and Cambridge
colleges are assigned to the relevant university department.

The ESRC operates several awarding systems, including fellowships, training awards, large-
scale centres and programmes and a responsive mode research grants system. Our analysis is
restricted to the research grants system which in the period covered was administered by the
ESRC Research Grants Board and accounts for about 95% of all applications. The procedure
is for an applicant or group of applicants to submit a research grant application which is then
peer reviewed by two or more experts. Their judgements are evaluated by two members of
the Research Grants Board (assessors) and a final judgement is made at a meeting of the full
board.

About 9% of applications, on the basis of the initial peer review, are rejected and not passed
to assessors. Of those seen by assessors a further 27% are not submitted to the board because
they fall below a predetermined threshold, but these will receive a grade based on the average
assessor grade. Those that reach the board all receive a grade whether or not they are finally
funded.

The principal aim of the analysis is to estimate, for individuals and departments, a score that
reflects their contribution to the grades that are awarded to the applications in which they are
involved. Since comparative judgements are made within discipline the analysis will seek to do
the same. The data provide a discipline code for each application but this is the ‘principal
discipline’ associated with the application. The applicants, however, will often come from
different (known) disciplines or departments and it is these that should be credited with the
grade awarded. For comparison with the RAE ratings we have assigned departments to the
relevant discipline categories (see below).

The award grade is assigned to the application and not separately to the individuals making
the application. This raises particular problems if we wish to estimate a score for each individual
in the database. A naive approach is simply to assign each individual the award grade, converted
to a score as described below. These individual scores could then be aggregated to department
level, possibly giving more weight to the principal applicant as opposed to the coapplicants (see
below for weighting). To do this, however, would be to ignore the dependences that are induced
by the fact that all the applicants on an application, often within the same department, will
be assigned the same grade, leading to biased comparisons. It will lead to standard errors for
parameters and institution effects that are too small. To make this clear consider the following
example.

Imagine a situation where we have N applications, each of which has a different pair of appli-
cants drawn from two particular HEIs, A and B, where for an application each applicant is
given the application’s awarded score. A simple analysis would compare the mean score for HEI
A with the mean score for B, but these mean scores are equal by definition. Thus this analysis
contains no information about differences in HEI, as opposed to the case where for each pair
we have a score that is derived separately for each applicant.

We shall therefore use a more complex multiple-membership model which takes account of
such dependences. Before considering this we describe the scoring system.
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3. Scoring and weighting systems

The grading structure that is used by the ESRC varies across reviewers, assessors and boards. In
all there are 13 such grades as given in Table 1. Also given is the scoring system that is used in the
analyses. Different scoring systems have been tried, but the results of the analyses are substan-
tially the same apart from some changes in institutional rankings. Since there is a large amount
of noise in the system and considerable uncertainty attached to these rankings (see below) our
general conclusions remain robust with respect to the choice of scores. We could also consider
treating the grades as an ordered categorical variable and using, for example, a latent normal
model (Goldstein et al., 2009) but again in the present case this makes little difference to results.
The use of different ‘A’-grade subcategories and the H- and W-categories arises from internal
ESRC considerations and the final scoring system that is used in Table 1 was chosen on the basis
of discussions with ESRC officers.

Another issue is whether to give different weights in the multiple-membership models to an
applicant who is a principal investigator and one who is a coapplicant. We have chosen to use
the following weighting system.

For the principal investigator a relative weight of 0.75 with a weight of 0.25 shared equally
between coapplicants is given. If there is no coapplicant then the principal investigator is given
a weight of 1.0. Thus for an application with a principal investigator and two coapplicants the
weights will respectively be 0.75, 0.125 and 0.125.

We have tried different weighting systems but again these make little difference to the results.

4. Multiple-membership model

A full description of this application of a multiple-membership model can be found in Goldstein
(2003), chapter 12, section 12.5. The basic model can be expressed as

yi =β0 + ei +
∑

j∈i

wjuj, uj ∼N.0, σ2
u/, ei ∼N.0, σ2

e /: .1/

The response is the awarded grade score so the application is the level 1 unit indexed by i.
The contribution from each individual applicant is the weighted sum of the applicant effects uj

Table 1. Award gradings and numeric coding
scheme

Grade and Score
original code

A1 10
A2 9
A3 8
A4 7
A5 6
A+ 10
A 8.5
A− 6.5
B 4
Reject (R, RE) 0
H (high) 8.5
W (worthy) 6.5
No numeric grade Missing value
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with the weights summing to 1.0 for each application. Thus the applicant, formally, is the level 2
unit. Fitting this model allows properly for the grouping of applicants within application and we
can compute the applicant effects, together with confidence intervals, as required. We can also
insert a third classification, which is the HEI for an applicant, with the weights also attached to
the HEI. The weights are those discussed earlier that are assigned to the applicants depending
on whether they are principal investigators or coapplicants.

In fact, we cannot directly fit model (1) to our data because we have more applicants (level
2 units) than applications (level 1 units) so we cannot identify individual applicant effects. For
example, for those applications where the principal discipline is education, there are 454 applica-
tions and 989 applicants with 98 HEIs and we have a similar situation for the other disciplines
and overall. Thus, for example, in the estimating equations for the applicant random effects
uj we have more unknowns (989) than observations (454). Without a large number of extra
constraints we cannot fit the model to provide unique estimates.

Instead, therefore, we choose the HEI as level 2 and for each HEI, for each application, we
treat it as a level 2 unit with a weight attached that is the sum of the weights of the applicants
belonging to that HEI. Since we have 98 HEIs for education, and similarly small numbers for
the other disciplines and also overall, the estimation becomes possible. There is, however, a
complication in that, e.g. in education, there are two applications where there are two or more
HEIs that appear in no other application. This implies that we cannot obtain separate estimates
for these HEIs. For such cases we have therefore removed the HEIs with the smallest number
of constituent applicants from the data set. We also note that in this model there are applicants
who will appear in more than one application, whereas the model assumes effectively that the
applicants are independently ‘sampled’ from each HEI. To take account of this applicant effect,
however, would involve fitting a term for applicant in the model, leading to a cross-classification
of applicant and application but, as we have seen, the data do not allow us to fit a random-
effect classification for applicant. Furthermore, since applicants move between HEIs this would
constitute a cross-classification of applicant by HEI also. In general a failure to account for such
non-independence will produce standard error estimates that are downwardly biased (Goldstein,
2003) and we need to be aware of this in our interpretations.

5. Joint analysis of all applications

As pointed out earlier, a complete analysis involves allocating each applicant to their own dis-
cipline or department rather than using the application principal discipline. To take account
of the different disciplines in such an analysis requires a joint analysis of all disciplines in
which each discipline has a (dummy variable) term in the ‘fixed’ part of the model to allow
for different overall mean gradings. There is a choice in how to define these indicator variables
and how to assign weights. One possibility is to use the equivalenced department codes aggre-
gated to disciplines, to define the indicator variables. The other possibility is to define the
indicator variables by the principal discipline assigned to the application, in which case we
do not require differential weights. This second possibility seems more reasonable since judge-
ments are made on an application and overall differences are likely to be captured in terms of
the application discipline code since this is closely associated with the choice of referees and
assessors.

The level 2 classification is a combination of department and HEI, so each level 2 random
effect would refer to a department in an HEI using the weights wj assigned to the applicants.
The existing ESRC codes for HEI and department are used and combined to form a unique
composite code for each department. This model can be written as
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yi =
∑

k∈i

βkδk + ei +
∑

j∈i

wjuj .2/

where j now indexes HEI or department, the {uj} are the department ‘effects’ or residuals and
{δk} are the discipline or department dummy variables for each recoded discipline, k. The total
number of separate department or discipline codes is 4151 with a total of 11957 applicants.
Many departments appear only once in combination with others that appear only once, and
we cannot therefore obtain separate estimates. These applications are therefore removed. Such
departments are typically those where the principal discipline does not belong to the social sci-
ences so, at least for the present purposes, it seems unlikely that their exclusion will substantially
distort our analyses. After removing these from the analysis we finally have 2698 applications
in the analysis, with 1698 departments or disciplines.

Table 2 gives the results for the basic variance components model fitting only an intercept
term.

We obtain the estimates of the departmental residuals in the usual way as shrunken estimates,
together with estimated standard errors (Goldstein (2003), chapter 2). In Fig. 1 we plot a selection
of the highest and lowest residual estimates, together with 95% confidence intervals, and we see
that very few departmental level intervals (less than 0.5%) do not overlap the mean. This suggests
that using just these award gradings provides little useful information at departmental level.

We now add the fixed effects for application discipline and for illustration we have used only
the disciplines with at least 100 applications, which excludes 23% of applications. The results
are given in Table 3.

Table 2. Two-level multiple-membership model for all applications
with numerical final grade as response†

Parameter Estimate Standard
error

Intercept 7.08 0.04
Level 2 variance (HEI or department) 0.57 0.10
Level 1 variance (application) 2.47 0.08

†Markov chain Monte Carlo estimates; 2698 applications.
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Fig. 1. 100 lowest and highest ranked departmental residuals for the multiple-membership model using all
departments, with 95% normal confidence intervals
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Table 3. Two-level multiple-membership model including major
disciplines with numerical final grade as response†

Parameter Estimate Standard
error

Intercept (base category economics) 7.17 0.11
Management −0.69 0.17
Social policy −0.54 0.20
Education −0.24 0.11
Sociology 0.06 0.15
Human geography 0.10 0.18
Psychology 0.16 0.13
Level 2 variance (HEI or department) 0.45 0.11
Level 1 variance (application) 2.37 0.09

†Markov chain Monte Carlo estimates; 2079 applications.

Economics, sociology, psychology and human geography do not differ in their overall grades,
education is significantly lower than these disciplines and management is significantly lower than
education, with social policy not significantly different from education or management but lower
than the remainder. Inspection of the results also shows that the level 1 and level 2 variances
do not differ very much from the previous analysis. If these results were to be used then there
would need to be a debate about whether or not to adjust for principal discipline when making
judgements. In so far as judgements are made within each principal discipline this would not be
an issue.

6. An analysis of 2008 research assessment exercise grades

The RAE scores need to be linked to departments in HEIs to provide a means of comparing
RAE scores with the results from the analysis of award grades. The way that this has been
done is by identifying relevant departments by discipline from the full list of departments at all
HEIs that is held by the ESRC. The existing department codes were aggregated carefully into the
appropriate discipline, since different codes in practice refer to the same discipline as recognized
in the RAE. For example ‘Institute of Education’ and ‘Department of Education’ and ‘School
of Education’ belong to the same group. The ESRC list is vulnerable to human error as well as
to broad definitions of division or department at different HEIs. For example, the University of
Southampton has a School of Psychology but also a School of Social Sciences. It is possible for
a psychology application to be submitted through either of these (i.e. an interdisciplinary appli-
cation with psychology as the lead discipline but coming through the School of Social Sciences).
In addition, some HEIs will only submit applications under a division (e.g. the School of Social
Sciences) rather than a discipline-linked department. As a result, some applications coming
from these divisions may not actually be from the department identified (i.e. will be sociology
rather than psychology). These broader divisional names have been retained, however, so as
not to exclude any applications but this will to some extent reduce the specificity of the analysis
and this needs to be borne in mind.

The 2008 RAE results are presented for each discipline, for each HEI, in the form of a percent-
age distribution across the grades 4, 3, 2, 1 and unclassified. The common, simple, scoring
system is to assign corresponding scores (x) 4, 3, 2, 1 and 0 to arrive at an overall score for each
HEI. We use this in the following analyses. Other scoring systems using x2 and

√
x have been

tried but produce substantially the same results.
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Table 4. Correlations between ESRC award scores and RAE scores for five disciplines

Discipline Total number of Number of Correlation
HEIs with HEIs (test null

RAE scores matched hypothesis = 0)

Economics 56 27 0.50 (P< 0:01)
Sociology 100 28 0.25 (P =0:20)
Education 72 37 0.30 (P =0:07)
Psychology 71 61 0.19 (P =0:14)
Management and business studies 76 45 0.07 (P =0:64)

We use the individual department residual estimates that were obtained from the analysis
in Table 2 as described above. The ESRC department identifications have been assigned to
disciplines to match those used in the RAE. Some departments within a single HEI are classi-
fied separately in the ESRC analysis and in such cases these are averaged with weights inversely
proportional to the estimated variances of the residuals that were derived from the award grade
analysis with corresponding averaged estimates for the standard errors.

We have looked at five disciplines with relatively large numbers of departments, namely
economics, sociology, education, psychology and management or business studies. Table 4
summarizes the results for these disciplines and full details for each discipline separately are
given in Figs 2 and 3.

We see from Fig. 2 that the intervals are wide and in all cases overlap the overall mean.
We see from Fig. 3 that the 95% confidence intervals for the RAE scores are wide, with

considerable overlap.
We see from Table 4 that the correlations are at best only moderate. This no doubt reflects,

in part, the fact that the sources of judgements that go into RAE ratings are more diverse than
simply the quality of research grant applications. Furthermore, the award scores and the RAE
ratings themselves have wide confidence intervals and this places an upper limit on observed
correlations.

7. Discussion

The results of the multiple-membership analyses emphasize the importance of properly taking
the structure into account when trying to measure institutional effects. In particular ‘naive’
analyses that simply assign the same award grade score to each applicant are inadequate for
measuring the contributions of either individuals or HEIs. Carrying out a multiple-membership
analysis demonstrates that, although it is possible to obtain scores and rankings for HEIs for
each discipline, these tend to have wide confidence intervals. It is not possible to obtain esti-
mates for individual applicants, since the structure of the data does not allow us to incorporate
random effects for individuals, and one consequence is that the resulting confidence intervals
for the estimated HEI effects will generally be too short. Thus, the use of these alone to make
judgements about ‘quality’ of HEI is problematical and of little use for allocating funds. We
also note that we had to exclude many departments, with little social science research activity,
that were present together on just one application, since separate estimates could not then be
obtained. This is an important feature of such research grant data, although an extension of
our analysis to include other funders might mitigate this problem. Institutions and departments
will often apply for research grants to several funders, e.g. to the Medical Research Council as



90 H. Goldstein

(a) (b)

(c)

(e)

(d)

Fig. 2. Relationships between the estimated departmental effects from the multiple-membership model
and the RAE scores together with 95% confidence intervals: (a) economics; (b) education; (c) sociology; (d)
management and business studies; (e) psychology
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(a) (b)
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(e)

(d)

Fig. 3. Ranked RAE scores with 95% confidence intervals, estimated from the distributions and the number
of entries given in the published tables: (a) economics; (b) education; (c) sociology; (d) management and
business studies; (e) psychology
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well as the ESRC, and may also differ in the extent to which they exhibit preferences. It may be
the case, for example, that some departments tend to direct ‘weaker’ applications to particular
funders, so an analysis from one source of funding would not provide an unbiased assessment.
It would be useful therefore if a joint analysis of data from several funding councils could be
carried out in the future.

It would be possible, in principle, to utilize the award data in a model that contained addi-
tional extensive individual applicant data that could be linked to the individual data in the award
grade analyses. These data might be obtained, for example, from a peer review exercise such as
that in the current RAE. Indeed, the consultation about the future of the RAE, known as the
research excellence framework, envisages the use of metrics to ‘inform’ peer review judgements.
It should be emphasized, however, that this would require a future ‘metrics-based’ system to
adopt a full modelling approach to the estimation of quality of HEI. Without this it is difficult
to see how the kinds of results that were obtained from analyses such as we have carried out
could properly be taken into account.

We note that the issues that we have discussed here will also apply in any analyses that attempt
to use citations. When a journal article or book is cited there will often be multiple authors, as
with grant applications, and often more authors than papers. For example, Borner et al. (2004)
found between three and five times as many authors as papers in an analysis of publications by
the US National Academy of Sciences. Thus, the problems that we have discussed will apply, at
least in some cases, to citation counts. Thus, even if we were to carry out a combined analysis
of data from multiple sources, as suggested above, it is not clear that the problems that were
described in the present analysis could be dealt with totally satisfactorily. It is noteworthy that
in the RAE assessment the problem of multiple authorship also arises and typically is dealt
with ‘informally’ when evaluating the joint contribution of the individual authors to HEIs. Two
people from the same department are not allowed independently to claim the same publication
within a given discipline.

We have not attempted to use the amount that is awarded in any way. One problem is that
whether an application is awarded depends partly on the current ‘budget’ availability. Also, the
amount that is awarded is correlated with the grades since only the higher grades have non-zero
amounts. There could be a case for weighting the higher award grades in relation to the amount
awarded, but it seems preferable to limit the definition of ‘quality’ to the grades assigned. This
does not prevent the amount of research income being used separately as a further indicator,
as is current practice in the RAE.

Another set of considerations is the behaviour of applicants if application award grades (or
citation indices) become ‘high stakes’ within an assessment exercise. Any given procedure for
assigning HEI (or, if it were possible, individual) scores or rankings would almost inevita-
bly encourage ‘gaming’ or score maximization behaviour. This could, in some circumstances,
encourage large numbers of coapplicants to be included, many of whom would not contribute
significantly to the research proposed. In other circumstances cross-disciplinary applications
might be discouraged. This might happen if the principal discipline was the only category that
is assigned to all applicants: those from departments within other disciplines would be discour-
aged from being associated with an application where their discipline was not recognized. As
we have shown, however, it is possible to use each applicant’s own department. If the amount
that is awarded is not included this may encourage applications for several separate small and
short-term grants rather than more comprehensive larger and longer-term grants. It is also likely
that institutions would adopt different strategies and that these would evolve over time as the
system became better understood. In all such cases the grant awarding process would tend to
become distorted, to the likely detriment of quality of research.
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It would also seem prudent that consideration be given to the likely behaviour of research grant
board members, assessors and reviewers if award grades were to be included in a metrics-based
system. The knowledge that their ratings of applications and through these of departments and
institutions will have direct effects on research funding may distort their perceptions and grades.
Thus, it may no longer be possible to make the assumption that reviewer and board gradings
are solely reflecting quality of research. It might also discourage some people from being willing
to act as a reviewer.

Finally, our analysis of the relationship between award scores and RAE scores shows, at best,
only a moderate correlation. It should be borne in mind, of course, that RAE scores reflect many
factors, in addition to those that are reflected in research grant award gradings. Thus, for exam-
ple, many academics produce high quality publications without seeking many funded research
grants. The issue, however, is not whether research award gradings can satisfactorily substitute
for the current RAE or the future research excellence framework, but how far award grades
can be used alongside other metric indicators and the relative weights that should be assigned
to different indicators. We have indicated that such composite systems could be developed and
would argue that a satisfactory metrics-based system would need to do this. Nevertheless, any
further detailed discussion of this is beyond the scope of the present paper.
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